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In Norway, the Eurasian lynx (Lynx lynx) is a hunted species, the Arctic fox (Vulpes lagopus) an endangered 
one. In either case monitoring the status of the species is important. To complement conventional 
approaches, we present a deep-learning-based software classifier for the two species that can be applied to 
long-term audio recordings. To our knowledge, this is the first published software detector for these species. 
Considering the large data sets required by deep learning, to compensate for the dearth of public audio data 
for the two species, we harnessed sound synthesis and data augmentation. Starting from a statistical analysis 
of available recordings, we designed synthesizers based on amplitude-modulated sweeps to generate a large 
number of spectrograms. The diversity in the synthetic data set was further extended using a subset of the 
ISO 9613-2 noise prediction model to simulate the received spectrograms as a function of source-receiver 
geometry, ground absorption and other environmental parameters. A one-channel neural network inspired 
from LeNet-5 was trained on this synthetic data. Our classifier trained from scratch achieved 82.7 % 
accuracy. This novel approach of repurposing noise prediction schemes should be valuable in other 
applications of supervised machine learning for a wide range of outdoor sounds. 

1 Introduction 

In Norway, the Eurasian lynx (Lynx lynx) and the Arctic fox (Vulpes lagopus) are small carnivore species that are 
endangered. The Eurasian lynx is indeed a hunted species with a small population of about 420 individuals in 2023 [1]. 
This makes it vulnerable to rapid extinction [2]. Although the Arctic fox has been protected species since 1930, the 
number of adults was about 300 in 2023 and there is an on-going breeding programme for the species [3,4]. Considering 
the situation of these species, monitoring is important.  
Since these species are rarely observed in the wild but vocally active, acoustic monitoring using field recorders is a 
promising technique that is both cost-effective and non-invasive.  However, in long term recordings, vocalizations of the 
target species will only represent a tiny fraction of the total recording time. Therefore, automated processing of the 
recordings is required to locate the vocalizations of interest. Machine learning has been used with great success to that 
end in other taxa, birds in particular [5], provided that enough data is available to train a model. At the time of writing 
there is no published detector or classifier for any of these two carnivore species. In this paper, we describe the design of 
a deep-learning-based classifier for the Eurasian lynx and the Arctic fox. More details can be found in [6]. Considering 
the shortage of available recordings of vocalizations for the two species of interest, our approach was to synthesize 
spectrograms and to use data augmentation. In contrast to the somewhat arbitrary approaches proposed in the literature 
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on data augmentation [7,8], here were we wanted to test physics-based data augmentation. To that end we repurposed a 
noise prediction method to simulate frequency-dependent attenuation for a large number of possible source-receiver 
configurations.   

2 Materials and methods 

2.1 Target vocalizations 

2.1.1 Eurasian lynx 
The Eurasian lynx has four different calls [9]. Among them, the mew is the most common one in sound libraries. Mews 
occur especially during the mating season, from February to April. The mews are powerful long-distance calls that are 
produced by both the male and the female. The mew is the most likely vocalization to be detected by a passive acoustic 
recorder. Therefore, the mew was chosen as the target of the classifier for the Eurasian lynx class in our classifier. 
Arguably the mew can be described as a superposition of multiple frequency-modulated harmonics. Each typically 
resembles an inverted U in the spectrogram with some degree of asymmetry (Figure 1, left). It is typically produced in 
sequence.  

Figure 1: Spectrograms of the target calls for the Eurasian lynx (left) and for the Arctic fox (right). 

2.1.2 Arctic fox 
The vocal repertoire of the Arctic fox consists of at least 9 call types [10]. The theoretical purpose of the bark is to 
communicate presence over long distances, declaring ownership of an area and or item. Our experience is that this call is 
the most frequently recorded at least in captive individuals. Therefore, it was chosen as the target for Arctic fox class in 
our classifier. The bark can be described as short crescendo vocalizations repeated 5 to 10 times within 0.8 to 2 seconds 
(Figure 1, right). The bark in the Arctic fox is arguably less harmonic than the mew of the Eurasian lynx. Still, a 
fundamental and some harmonics are typically visible in the spectrogram of a territorial bark.  

2.2 Data sources 

2.2.1 Existing data 
Recordings of Eurasian lynx calls were contributed by 6 persons / organizations in Europe in February 2022. They 
represent 143 mews and 250 s of vocalizations in total. These recordings were analysed to extract statistics of descriptors 
like the number of mews per call or the fundamental frequency. In total 8 recordings of calls from the species could be 
retrieved from the MNHN Sonothèque (Paris, France) and from the Tierstimmenarchiv (Berlin, Germany). At the time 
when we were searching for recordings of Arctic fox calls, Tierstimmenarchiv was down due to a cyberattack. Neither 
the Sonothèque nor the British sound library had any recording of the species. Fortunately, we had access to recordings 
made by NINA3 at the Arctic fox breeding facility, close to Oppdal, Norway during the summer and autumn 2023.  
To generate synthetic spectra at a controlled signal-to-noise ratio, we reused data collected for another purpose with an 
Audiomoth in a small forest in Trondheim, in October 2023, as a source of background noise. These recordings do not 
contain any vocalization of the target species.  
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2.2.2 Data collection 
In order to build the validation and the test set we recorded real lynx calls at Namsskogan Familiepartk (Trones, Norway). 
This resort hosted two female and one male Eurasian lynxes in a large enclosure. A Wildlife Acoustics (Maynard, MA, 
USA) type SM4 acoustic recorder was installed close to the lynx enclosure during the late winters 2022 and 2023. 
Incidentally a large number of Arctic fox calls were recorded throughout this campaign, because several individuals of 
the species were hosted in another enclosure nearby.  
Recordings were also made at Langedrag Dyrepark (Nesbyen, Norway), a zoo that hosted nine lynxes in two enclosures. 
A Frontier Labs (Yeerongpilly, Queensland, Australia) type Bar-LT recorder deployed there during the late winter 2023. 
Both enclosures were within the detection range of the recorder.  

2.3 Spectrogram synthesis 

A first spectrogram synthesizer based on additive synthesis [11] was implemented. Its purpose was to mimic the 
spectrogram of a real Eurasian lynx call (or bout, i.e. a sequence of mews). Its flow chart is shown in Figure 2. A single 
mew was modelled analytically as an amplitude-modulated weighted sum of frequency-modulated tones in a harmonic 
series. The frequency modulation pattern is based on a third-order polynomial that was fitted manually on spectrograms 
of real calls. The amplitude weighting was chosen to fit the decay of the energy as frequency increases. Individual mews 
were interleaved with silence to obtain a complete call before performing data augmentation that is discussed in section 
2.4.  

 
Figure 2: Flow chart of the E. lynx spectrogram synthesizer. Attenuation effects are discussed in section 2.4. 

 
A similar approach was followed for synthesizing the spectrograms of Arctic fox territorial barks (see Figure 2 and  
Figure 3). However, accounting for the decay of harmonics was not deemed necessary. Furthermore, in combination with 
additive synthesis, subtractive synthesis starting from broadband noise was used to reproduce the non-harmonic features 
of the bark. The subtractive synthesis implemented here combines several low-pass, band-stop and high-pass filters.   
 

 
 

Figure 3: Arctic fox synthesizer flow chart. Only the deviations from the flow chart of the Eurasian lynx call synthesizer 
are shown here. 

In both synthesizers, many parameters like the fundamental frequency, the duration of an individual vocalization, the 
number of repetitions were described as random variables to account for the variability of the calls in the field.   
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2.4 Data augmentation 

A call will be produced from a point S in an outdoor environment. It will be received at another point R. According to the 
ISO 9613-2 standard [12], further neglecting directivity of the animal’s vocal organ, and assuming that S and R an in line 
of sight, the signal will be received with the following total attenuation 𝐴!"!#$ in dB for the k-th octave band fk: 
 

𝐴!"!#$(𝑓%) = 𝐴&'( + 𝐴#!)(𝑓%) + 𝐴*+(𝑓%) + 𝐴,"$(𝑓%) 
Where 𝐴&'( is the attenuation due to spherical divergence, 𝐴#!) the atmospheric attenuation, 𝐴*+the attenuation due to 
ground reflections and 𝐴,"$	the attenuation due to propagation through foliage. In this model, attenuation depends on 
source and receiver height, horizontal distance, ground absorption, relative humidity, temperature, propagation distance 
below the canopy, if any. All these parameters were modelled as uniform random variables within given boundaries. The 
ground was assumed to be flat. For any given set of parameters, the attenuation is a piecewise constant function of 
frequency. 𝐴&'( was ignored because it does not depend on frequency and the classifier takes normalizes the signals before 
computing the input spectrograms.  𝐴!"!#$ is subtracted to the synthetic spectrogram obtained according to the procedure 
described in section 2.3.  
To further augment the data, background noise was taken into account. The recordings collected in Trondheim (see section 
2.2.1) were used to produce spectrograms at five different signal-to-noise ratios from -10 to 10 dB in 5-dB steps.   
In addition to this physics-based data augmentation ColorJitter offered by the PyTorch API was also used.  

2.5 Machine learning 

2.5.1 Datasets 
The training set for the carnivore classifier contains 7388 spectrograms. It consists of 2444 synthetic Eurasian lynx 
spectrograms and 2500 synthetic Arctic fox spectrograms. The rest belongs to the non-target class. The validation set 
consists of 220 spectrograms: 83 in the Eurasian lynx class, 72 in the Arctic fox class and 65 in the non-target class. The 
234 Eurasian lynx spectrograms were computed from field recordings: 2 from Tierstimmen and the rest from the 2022 
campaign at Namsskogan. The Arctic fox spectrograms were computed from recordings made available by NINA and 
recordings made at Namsskogan (see section 2.2.2).  The non-target spectrograms are from Namsskogan 2022. The test 
set contains 81 spectrograms for each of the 3 classes. The Eurasian lynx spectrograms were computed form the 
Langedrag collection, the Arctic fox ones from Namsskogan 2022.  

2.5.2 Model architecture 
The machine learning model we implemented is a relatively shallow convolutional neural network composed of two 
convolutional layers, three linear layers, two max-pooling layers and two dropout layers. It is inspired by LeNet-5 [13]. 
A major difference with LeNet-5 is that our model has only one input channel. Spectrograms are turned into grayscale 
images in the pipeline to reduce model complexity. A Cross Entropy Loss function was used in the final layer.  

 
Figure 4: model architecture for the Eurasian lynx/Arctic fox classifier. 

2.5.3 Training 
Since the model has a customized architecture, it was trained from scratch. Seeds were used. Many different combinations 
of hyperparameters were tested. For each of them the model was trained three times with three different seeds to improve 
the reliability of the estimation of performances. During training, the metrics that were monitored were the accuracy on 
the validation set, loss on the training set and loss on the validation set. Batch sizes were tested from 5 up to 64 and 
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dropout rate between 0.5 and 0.9. A batch size of 32 and a 0.9 dropout rate delivered the best results. Training was stopped 
when the validation loss increased for two consecutive epochs. The minimum number of epochs was set to 5 and the 
maximum to 20. Kernels sizes ranging from 3x3 to 7x7 were tested for ColorJitter. The largest size performed best. Both 
Adam and AdamW were tried. The latter worked best in our case. A grid search on 170 unique combinations of learning 
rates and weight decays was carried. This resulted in 510 model trainings.  

3 Results 

Spectrogram synthesis 

Figure 5 shows two examples of synthesized spectrograms for both the Eurasian lynx and the Arctic fox. See [6] for more 
examples.  
 

  
 

Figure 5: Synthesized spectrograms for the Eurasian lynx (left) and the Arctic fox (right). Here the SNR was set to 10 dB.  

3.1 Classifier performance 

The highest performance was achieved with 0.001 learning rate and 0.003 weight decay and seed 3 as shown in Table 1. 
Loss curves for the best model are show in Figure 6. The accuracy on the test set was 82.7 %. 
 

Table 1: validation accuracy for the classifier for three learning rates and weight decay combinations. 

Learning rate 0.0005 0.0007 0.001 
Weight decay 0.014 0.017 0.003 

Validation accuracy seed 1 85.0 85.5 80.9 
Validation accuracy seed 2 83.2 81.4 65.9 
Validation accuracy seed 3 83.2 81.4 85.9 

 

 
Figure 6: Loss curves for the best carnivore classifier model (learning rate = 0.001 and weight decay = 0.003). 
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4 Discussion 

4.1 Data generation 

When comparing the synthesized spectrograms to real ones, the most visible difference is the occasional presence of a 
reverberation tail in the real calls. This applies to both species. In the case of the Eurasian lynx, the real spectrograms 
typically contain energy between the harmonics. This is not accounted for by our synthesizer. In that respect, the additive 
synthesis is a limitation here. In the case of the Arctic fox, the difference between consecutive vocalizations is smaller in 
real calls than in synthetic ones.  Otherwise, the similarity between the synthetic and real spectrograms is fairly good.  
For data augmentation, we relied on a method that delivers attenuation spectra in octave bands. Although this method 
was simple to implement, it is arguably quite coarse when it comes to filtering bioacoustic data. Further work could 
consider switching to Nord2000 [14] because of the higher sensitivity of this method to a larger number of physical 
parameters. This would be beneficial for the generated datasets.  
  

4.2 Classifier performance 

While the classifier achieved a fairly high accuracy, it may not generalize accordingly on other datasets. A possible 
limitation in our datasets is the relative absence of vocalizations from other species in the same frequency range in the 
non-target class. For instance, crows or dogs have vocalizations that can shape those of the Eurasian lynx to a certain 
extent. This might cause a significant number of false positives. It would be worth improving the dataset and to retrain 
the model to account for sympatric non-target species in the same frequency range.    

5 Conclusion 

In this paper, we presented a deep-learning-based Eurasian lynx and Arctic fox call classifier. To cope with the lack of 
labelled data in these elusive species we developed dedicated spectrogram synthesis based on a statistical analysis of a 
small number of recordings and heuristic analytical modelling of calls of the two target species. The training data was 
further expanded through data augmentation. Here augmentation was based on a subset of a repurposed engineering noise 
prediction model. This made it easy to simulate many different realistic configurations. The LeNet5-inspired model that 
we trained from scratch achieved 82.7% accuracy on the test set. Although the comparison between synthesized 
spectrograms and real ones reveals some different, this does not seem to compromise the performance of the final 
classifier.  
When it comes to designing classifiers for outdoor sounds, both data synthesis and physics-based data augmentation as 
described here seem to be relevant approaches for both man-made and biological sounds. Many animal vocalizations in 
birds and mammals can be approached by additive synthesis. It may be beneficial to replace the engineering noise 
prediction method used here by a more advanced one.  
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