BNAM
2026

Baltic-Nordic Acoustics Meeting
May 04-06 2026 Gothenburg, Sweden

Room-acoustic modeling meets Occam’s razor
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Modern room-acoustic modeling techniques, from geometrical acoustics to finite element methods, can
capture fine details of sound propagation in rooms. Yet even the simplest classical models, such as the
image-source method in a shoebox room, already reproduce many essential phenomena with only a few
parameters. Also, Sabine’s reverberation formula linked reverberation time to room volume and absorption
area and remains a remarkably effective minimal model. This presentation examines how far such low-
degree-of-freedom models can go before more complexity becomes necessary. We explore some analytical
and statistical approaches that balance simplicity and predictive accuracy in the spirit of Occam’s razor.

1 Introduction

The sound field in a room is mathematically enormously complex, considering the size of a room in terms of wavelengths,
combined with a wide range of wavelengths of interest. At the same time, the perceptually relevant properties can be
described by much fewer parameters. The sound field is high-dimensional, while the perception is low-dimensional. This
low perceptual dimensionality is reflected in the factors listed in ISO 3382, Annex A [1]: Subjective level of sound,
Perceived reverberance, Perceived clarity of sound, Apparent source width, Listener envelopment. To these we may add
commonly discussed attributes such as warmth and brilliance, and they might be referred to by different terms [2]. Less
desired features such as colouration (caused by very early reflections, or by flutter echoes, or by low-frequency room
modes or by the seat dip effect etc), the presence of echoes, and occlusion of the direct sound, can also be considered as
perceptual factors. Even in more complex scenarios, such as coupled rooms or other spaces with non-exponential decays,
or spatially uneven sound fields, the number of perceptually relevant descriptors remains limited. Even if the room transfer
function can perceptually be represented by a few parameters, we need to realize that

simple to describe # easy to compute

We are thus faced with a conundrum: we might need computationally demanding methods based on geometrical acoustics
[3], finite elements [4], or finite differences [5] and others, to compute a result that can ultimately be described by only a
handful of perceptual parameters. As in weather prediction, large computational efforts may be required to get reliable
results, but the outcome can still be expressed in terms of a small number of meaningful parameters. The role of
computation is then not to increase the dimensionality of the description, but to improve the accuracy of those few
parameters. Here we will discuss this in terms of simplified room impulse response (RIR) models.

When can simplified RIR models be useful? A first scenario is RIR synthesis, for auralization purposes, generating
training data for machine learning, for the development of various speech technologies, etc where realistic but generic
room impulse responses are needed. For research reproduction purposes, it could be very attractive if a RIR used in the
research can be described by a few parameters, together with a known algorithm, rather than being a detailed model of an



example room. A second scenario is the analysis of detailed RIRs, whether they are measured or computed. The degree
to which a simplified RIR model cannot reproduce a detailed RIR reveals which features are perceptually unusual about
a space. An analogy can be made for the acoustic parameter Cso (clarity). As it is defined, it is strongly affected by the
reverberation time; an expected value is [6]

C8O,e$p. =101g (61'105/T60—1) .

Thus, if the Cso value in a particular room is the same as the expected value then the Cso does not add any information —
it would be the deviation from the expected value which offers new information. In a similar manner, it might be the
deviation from the simplified RIR model which tells us what the specific features of a room are.

So, what are the most significant parameters in a simplified RIR model, and how can they be identified?

Sabine’s work already pointed in this direction by identifying reverberance as a dominant perceptual factor and linking it
to a measurable physical quantity — the reverberation time, 7s0. The sound level, quantified via the sound strength, G, is
certainly also of great perceptual importance. How can we find other parameters? This paper addresses this question by
discussing how far a room impulse response (RIR) can be reduced to represent a minimal set of perceptually meaningful
parameters, in the spirit of Occam’s razor, while leaving the question of how to compute the parameter values to other
studies. We will also admit the limits, or challenges, of simple RIR models, and argue that the aspects which can not be
represented with simple models can provide new insights about a space.

2 Monaural RIR generation

A number of simplified parametric room impulse response (RIR) generators have been suggested in the literature, inspired
by the work by Allen and Berkley [7] where the image source method (ISM) for a shoebox-shaped room was presented
as an efficient way to generate a realistic RIR. Later developments, such as the pyroomacoustics software [8], generalized
the ISM to non-shoebox geometries, as had been presented by Borish [9] and others [10]. Also, directional sources have
been introduced using spherical harmonics representations of source directivity [11]. It should be noted that the
generalization of the ISM from shoebox-shaped to general geometries leads to inaccuracies since general geometries
induce diffraction waves, which are ignored with the ISM for general geometries [12].

Quite a different family of simplified RIR modelling generates an ideal exponential reverb, following the idea by
Schroeder [13], where a white-noise sequence is multiplied with an exponential decay. This maximally simple RIR model,
which is affected by just the reverberation time and is independent of room shape, has been extended with a direct sound
pulse [14] and has also been extended to model decays in coupled spaces, [15], [16].

Closely related to these two categories is the generation of artificial reverberation, building on another idea by Schroeder
[17], and further extended in many studies [18]. Lately, machine learning has been explored to generate IRs from
simplified descriptions of rooms [19], and such machine learning requires a lot of training examples. Simplified, but
realistic, RIR generation is then particularly valuable. An interesting observation was made in [20], where the simplest
RIR generator, called “Sabine NED”, was perceptually closest to measured RIRs in a reverberant shoebox-shaped room.

Yet another related family of studies includes real-time, dynamic simulation of acoustic environments. In the first attempts
to implement such dynamic simulations, limited computation resources made it necessary to simplify room responses,
similarly to what was described above [21]. As more computational resources became available, more sophisticated
simulation methods were introduced, also for the RIR generation, but possibly it was perceptually not required. Below
we will explore the two simplest of the models, and how they can be extended with a minimal set of parameters.

2.1 Two simple RIR models

As mentioned above, the image source method applied to a shoebox-shaped room is a straightforward approach to
generate quite a realistic RIR [7]. To simplify the calculations substantially, it was suggested in [7] to use frequency-
independent absorption, which means that each wall reflection generates a scaled pulse, and to round each arrival time to
the nearest time sample. This method will generate room mode resonances, as given by the dimensions of the room.
Furthermore, the colouration effect caused by very early reflections will automatically be taken into account when a
source or receiver is placed very close to a room surface. Furthermore, it is straightforward to implement different absorp—
tion coefficients in the three main directions, and thus flutter echo effects could be generated.



Also as mentioned in the introduction, a different simple RIR model generates an ideal exponential reverberation by
multiplying a white noise sequence by an exponential window [13], and insert a direct sound pulse at the time given by
the source-receiver distance [14]. If the reverberation part is set to zero before the direct sound pulse, then the resulting
impulse response will automatically give a direct sound-to-reverberation ratio as given in [22], which can be expressed
on the form of a classical formula
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where W is the source power, po and ¢ are the density and speed of sound, respectively, r is the distance, 4 is the absorption
area, and o is the decay rate = 3 In10/7s0. The absorption area can be related to the room volume, V, and reverberation
time via Sabine’s formula,

4 2410 V.
C T@o (3)

These two basic models were used to generate RIRs for an example room of size 5.5m x 4m x 2.5m, with a source-
receiver distance of 2m, and a 7o of 0.73s (adjusting the pressure reflection factor of all walls in the ISM). The two very
different RIRs are shown in Figure 1. It can be noted that the two RIRs are scaled so that the direct sound is identical: a
pulse of amplitude 0.5 (=1/r). The Tso computed with the Schroeder method will be very similar for those two RIR
examples, but obviously the very early part of the RIRs differ much — at least visually. Perceptually, however, the
difference might be much smaller.

The ISM model generates a RIR which might look unphysical, with only positive pulses. There is, however, nothing
wrong with this: if a room indeed had ideally rigid walls, and the source could generate perfect pulses, then the RIR
should look like this, and this RIR corresponds to the frequency-domain modal solution, as shown in [7]. One particular
feature of these positive pulses is that they add up to create the low-frequency spring effect of a closed cavity.
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Figure 1: Room impulse responses generated with the “Direct+Reverberation” (DIR+REV) model (top, displaced
vertically by 1 amplitude unit) and the Image Source Method (ISM) (bottom) for the same room.

2.2 Improvement 1: Frequency-dependence for the rev. time

A frequency-dependent reverberation time might be the perceptually most important factor improvement to the very basic
models in 2.1. For both the ISM and the DIR+REV method, a “brute-force” approach would be to combine octave- or
third-octave band-pass filtered RIRs that have been generated with different 760 values. This would give a few parameters,
or degrees-of-freedom, to adjust but an unrealistic number of free parameters — a real-world room would usually have a
smoothly varying reverberation time. The ISM could be modified to use frequency-dependent pulses, instead of scaled
unit pulses, increasing the algorithm complexity significantly, as noted in [7], but implemented in [23]. Rather than
varying octave-band T60-values freely, the variation can be described as a smoothly varying function of frequency, with
just a few parameters. With a few-parameter description of the frequency-dependence, one could also generate the RIR
in an alternative way. Using a three-parameter description it could be implemented as follows.

1. Aninitial RIR is generated with the longest 760, which is usually the value at low frequencies: Tso.LF.
2. This initial RIR is then filtered with a time-varying lowpass filter: a first-order filter, with one parameter a:
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3. The single parameter a can then be adjusted at every time step so that at a target frequency /7, the magnitude |F)?
is reduced to give a modified reverberation time:

2
|F(fT)|2 = (1 — (L) ; —6In 10(T6(1),T _T601,LF)t

~ 1+4+a2?—2acos(2nf/fs) (5)
and Teo,r is the desired 7co at the target frequency fr.

H(z) = 1—az1

At other frequencies than the target frequency /1, the decay will be modified differently resulting in an approximately
exponential decay with a Tso(f) which can not be described with a simple explicit expression, because of the time-varying
nature of the filter. After deriving a(f) from (5), the energy decay, represented by the impulse response squared, will, for
the frequency f, be
[1—a(t)

1+ a(t)? —2a(t) cos(2n f/ fs) (6)
From this, one can numerically find the reverberation time for a specific decay range, such as -5 dB to -35 dB for the T30-
value. Figure 2 shows five examples of such frequency-dependencies for the 73o.
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Figure 2: Five examples of the frequency-dependent 75 that can result with the time-varying low-pass filter approach,
using (4-5) with three different values of Teo,Target (0.75, 0.8s, 0.9s) at fr = 5/6/7 kHz, and the low-frequency Ts0 = 1 s.

This approach is particularly attractive since it offers some tailoring possibilities of the 760 with just three parameters:
Ts0,LF, T60,Target, fr. How well does a Tso-curve need to fit the detailed curve of a real-world room? An often-quoted value
is the just noticeable difference (JND) for the Early Decay Time of 5% [1] but this is for a broadband difference. One
might assume that narrow-band deviations might be more difficult to perceive and thus it is probably acceptable with
larger narrow-band deviations than +5%, but we don’t have any data on how large these might be. This simple approach
can certainly not mimic general shapes of reverberation time as a function of frequency but might be a close enough
approximation for many cases. More filter parameters could be introduced, at the expense of more complicated algorithms
to derive how the filter parameters should be changed over time to give desired reverberation times at two or more target
frequencies.

2.3 Improvement 2: Frequency-dependent source directivity

In both basic methods an omnidirectional source is assumed but in reality, all sound sources have some kind of frequency-
dependent directivity. If the purpose of the RIR generation is to convolve the RIR with an anechoic recording of a source
signal, for auralization, then the direct sound of the RIR should represent the recording direction and should be an ideal
pulse. Every reflection should have its spectrum modified according to the radiation direction of every single reflection’s
propagation path. Again, following the “Occam’s razor approach”, a minimal, most important, step would be to modify
all reflections with the same, spatially averaged source directivity filter. This spatially averaged radiation filter is nothing
else than the inverse of the source’s directivity factor. Furthermore, for auralization scenarios with a static sound source,
a single fixed directivity filter might suffice whereas other scenarios might need dynamically changing directivity
functions.



A common application is to auralize human speech, so a speaking person’s directivity is a useful example. One example
of measurements of the directivity factor of human speakers was given in [24] for third-octave bands. A minimalistic,
two-parameter approach is to fit a shelf filter, on the form

l+al+bz?
H(z) = Tal+bz

14+b1+az"1 7
An example of such a two-parameter filter is shown in Figure 3(a). A better fit of course results if one allows more filter

parameters. The shelf filter is combined with a band-pass IIR filter for a total of six parameters in a second example in
Figure 3(a), and a two-pole, one-zero model was presented in [21].

For a dynamic scenario, the two-parameter filter suggested in [25] approximates the directivity of a point source on a
sphere:
bo = (1+ap)/(1+p)
where ¢ b1 = (1 —aB)/(1+8) and 8= fs/(2nfc), o =1.05+ 0.95c0os(1.204eg.)
ar=(1-5)/(1+8) ®)
Here the fS-parameter determines the transition frequency fc, and the radiation angle @ is defined such that = 0 is the

direction from the sphere’s centre through the point source. A set of such filter responses is shown in Figure 3(b), and as
acknowledged in [25] they are certainly not identical to the response of a point source on a sphere, but reasonably close.

bo + bzt
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Figure 3: (a) The inverse of the speaking person’s directivity function [24] and the response of two alternatives: a 2-
parameter shelf filter and a 6-parameter IIR filter which have been fitted to the measurement data.
(b) A set of filter responses which approximate the response of a point source on a sphere, using the method in [25].

2.4 Further improvements, and limits for the simple RIR models

The ISM has the potential to represent flutter echo effects, if one uses surface-dependent reflection factors, and this
phenomenon is not possible to generate with the DIR+REV model. Figure 4 shows an example of a RIR generated with
the ISM for an extreme room with absorption coefficients 0 in one direction and 100% absorption coefficients in the other
directions.

As mentioned earlier, the ISM also generates the phenomenon of room modes, which will be perceptually important in
small rooms. It is challenging to predict real-room resonances accurately, above the very few first ones, even in a shoebox-
shaped room, and we don’t know how accurately these need to be modeled to be perceptually accurate, or acceptably
close to reality.

A clear limitation of the simple models described above is that the “fingerprint” of a room — the early energy response —
is not directly possible to shape with the DIR+REV model, and the ISM can offer only what a shoebox-shaped room
generates. There is room for suggestions here — could it be possible to represent the early energy part with a few-parameter
model? The suggestion in [1] that the Cso-parameter can describe early-energy effects implies that the deviation from the
expected Cso-value, in Equation (1), might be such a parameter — at least for monaural temporal effects.



10° T T T T T T T T

—ISM |+
10 ‘
50 100 150 200 250

Time [ms]

Impulse response  [-]
5]

=)
o

300 350 400 450 500

Figure 4: An example of an IR with an extreme flutter echo effect. Note the logarithmic amplitude scale in this diagram.

3. From monaural to binaural

The simple RIR models, and the improvements described above, are all monaural in nature. As we know, our binaural
hearing leads to the crucial ability to hear the direction to a sound source. Furthermore, perceptual factors such as auditory
source width and spaciousness [1], as well as other aspects [26], rely on our binaural hearing.

For the application of RIR synthesis, the main idea here - to capture as much of a perceptual effect as possible with a
minimum number of parameters — can be implemented via the simplified HRTF model in [25]. A minimalistic approach
would be to apply HRTFs to the direct sound, to represent accurately the direction to the sound source, and then a spatially
averaged HRTF set to the entire reverberation part of the RIR. This minimalistic approach could be applied to both the
ISM and DIR+REV models, and could be expected to work quite well for low-to-mid frequencies, but fail for higher
frequencies where pinna details have much influence on our directional hearing

To analyze a detailed binaural RIR, with the goal to resynthesize a simplified RIR representation is more challenging.
One might have to rely on the popular technique in early auralization studies where statistically independent reverberation
tails were mixed to match the frequency-dependent interaural cross-correlation. This could indeed be another few-
parameter representation, but it is not clear how perceptually close to a specific case one might come with such an
approach.

Dokmanic and colleagues asked the question “Can one hear the shape of a room?”” [27], which seems very relevant from
our perspective, but their study did not deal with what is perceived by a listener but rather with what can be inferred about
the room geometry from measured RIRs. More perceptually relevant is rather the overview “Spaces speak, are you
listening?” [28], and the possibilities for our perception to deduce spatial information about our surroundings can certainly
be increased by training. This is witnessed by the skills that can be acquired by visually impaired people. Still, it is not
clear what amount of information can reliably be deduced by our perception.

4. Discussion

A number of questions arise when we take the approach chosen here: to start from the simplest RIR model and add a
minimal number of refinements. Discussing the monaural case first, we can probably reproduce the Ts0 and the G
parameters of a detailed RIR, with a moderate amount of frequency-dependence for both, but we would need to answer
these questions: how well does the frequency-dependent 750 need to be reproduced, and how well does the frequency-
dependence of the sound level, or strength, need to be reproduced? Next in importance, for a monaural RIR, after the 7o
and G parameters have been reproduced will probably be temporal aspects: the audibility of early energy details, echo
effects, and reverberation decay characteristics. A separate category is spectrally oriented: coloration caused by very early
reflections, flutter echoes, and room resonances. The idea to generate a simplified RIR, for which 760 and G are matched
to a detailed RIR, should give an increased ability to study the perception of the next important perceptual factors. This
has always been an issue in perception experiments of measured or simulated rooms: should different stimuli be equalized
in level or not? If the stimuli are equalized in level, then more factors can be systematically analyzed by the listeners —
but the results will not reveal that the level, or strength, is one of the perceptually dominating factors.



As a space gets smaller and/or less reverberant, more perceptual factors might be needed, but perception experiments will
have to be used to determine which are perceptually relevant.

5. Conclusion

Two very simple RIR models have been presented — the image source model (ISM) for a shoebox-shaped room, and the
“Direct sound + reverberation” (DIR+REV). It has been argued that it might be very computationally demanding to
predict the RIR of a room, and yet the end result might be of very low perceptual dimensionality. Minimal extensions to
the simple RIR models have been introduced to capture the frequency dependence of the reverberation time and source
directivity, the latter of which directly affects the total spectrum. Beyond those minimal extensions, it has been left as an
open question which factors are perceptually most relevant to introduce. Taking the step from monaural responses to
binaural responses immediately makes the situation more complex, but simple parametric HRTF models might be possible
to use as a first step towards simplified binaural representation. Simplified RIR models might be particularly useful for
research applications where realistic but generic RIRs are needed — a few-parameter description is then enough to specify
a RIR which has been used in a research application.
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