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Passive acoustic monitoring (PAM) provides a non-invasive method for tracking fish populations, but
automated detection remains challenging due to low signal-to-noise ratios and high morphological variability.
Matched filtering is a standard approach in PAM, that relies on cross-correlating continuous audio against a
known template. However, templates extracted directly from field recordings inherently capture the channel
impulse response of the specific recording environment. This embeds station-specific acoustic parameters
into the template, causing detection performance to degrade significantly when transferred across different
deployments, seasons, or stocks. To solve this generalization bottleneck, we replace the empirical recorded
template with a bounded parametric source model.

Based on the biophysics of gadid sound production, we design a pulse-train generator that models sonic-
muscle contractions against the swimbladder using Gaussian-windowed swept harmonics. We calibrate this
generator using over a 1000 manually reviewed Atlantic cod (Gadus morhua) events extracted from the
NOAA SanctSound archive. Using greedy Fisher discriminant optimization, we compress the fitted models
into a compact bank of synthetic templates. We then evaluate this synthetic bank against an identically
selected bank of real-recording templates on a test set.

A mathematically transparent parametric bank covers a broader, more continuous range of grunt morpholo-
gies than any station-specific recording set, offering a transferable feature extractor for low-SNR marine

environments.

Introduction

Many fish species produce sounds during feeding, social
interaction and spawning. Passive acoustic monitoring
(PAM) is a non-invasive alternative to trawl and visual sur-
veys for tracking these activities [1]. Automated detection
of fish sounds requires separating them from ship noise,
weather transients and other biological signals. While
detection pipelines for marine mammals are mature, fish
monitoring remains underdeveloped: the signals are low-
frequency, low-SNR and variable in morphology [2]. For
many species there are few to no expert-confirmed exam-
ples. Literature usually describes vocalizations in terms
of physical parameters (frequency, duration, pulse rate),
and this opens a path to parametric modeling.

Gadids, including Atlantic cod, produce grunts by con-
tracting sonic muscles against the swimbladder. The pro-
duction mechanism and gross call structure are shared
across Gadidae [3]. Acoustic parameters vary with species,
stock and body size [4]. Arctic cod (Boreogadus saida)
and haddock extend the family to higher frequencies and
shorter calls [5]. We found no recent literature on Baltic
Atlantic cod sounds and only one historical recording [6].
Anthropogenic noise in the Baltic (shipping, offshore con-
struction) compounds the detection problem [7]. Yet the

shared sound production mechanism suggests that grunts
of the same species and body size are sufficiently stereo-
typed to serve as matched filter (MF) templates.

MF based on cross-correlation with a known template has
been a practical PAM tool for decades [8]. The method
can be implemented as hardware-level convolution for
low-cost, low-energy on-site detectors [9]. Urazghildiiev
and Van Parijs (2016) applied a spectrogram template ap-
proach to cod, reaching 80% accuracy on a Massachusetts
Bay dataset [10]; this remains state-of-the-art for gadid
detection [11]. MF output can also serve as a pre-detection
filter for manual review, as a feature for a neural network,
or as augmentation data for neural training [12].

A recorded template carries station-specific propagation,
substrate reflections and hydrophone gain. Captive tank
recordings introduce multipath reverberation with arrival
spread of tens of milliseconds that does not exist in open
water. Expert-confirmed in-situ templates are scarce, and
each one transfers a single station’s acoustics into every
detection computed at another location [10].

This paper makes three contributions: (i) a biophysically
motivated synthetic grunt generator whose parameters
map directly to measurable source properties; (ii) a Fisher-
discriminant-based forward selection procedure that com-
presses a large pool of fitted templates into a compact



bank; (iii) a controlled evaluation against identically se-
lected real-recording banks under both unconstrained and
temporally blocked train/test splits.

Methods

In this work we replace the recorded template with a
bounded parametric source model whose parameters are
calibrated from a manually reviewed field dataset. The
detector template becomes controllable: parameter ranges
can be adjusted for new deployment conditions, new
stocks or low-SNR operation.

Biophysical motivation. Gadid sound production is
driven by periodic sonic-muscle contraction against the
swimbladder. Sand and Hawkins (1973) measured acous-
tic properties of the cod swimbladder directly [13]. Feuil-
lade and Nero (1998) extended the model with viscous-
elastic wall effects [14]. Connaughton et al. (1997)
showed that contraction rate sets the pulse repetition fre-
quency [15]. These results justify modeling each grunt as
a train of damped harmonic pulses with frequency sweep
driven by body resonance shift over the call duration.

Dataset. We use the NOAA SanctSound archive, the
largest and only, known to the authors, annotated dataset
for Atlantic cod sound production. The original metadata
contains second-level expert-confirmed cod events and
partial ship-noise annotations. A typical cod grunt lasts
about 0.25 s, and original labels were often temporally
imprecise. We extracted 1000 five-second chunks contain-
ing expert-confirmed cod activity and manually reviewed
them, producing 1348 cod grunt bounding boxes. We also
labeled over 2700 non-cod sound events cut to mean grunt
duration (~0.28 s): broadband ship noise, mechanical
noise, marine mammal calls, and other unidentified events
in the 50-600 Hz band. The combined pool contains ap-
proximately 4000 labeled sound events. The dataset is
dominated by station SBO1 (98% of cod events); SB02
and SBO3 contribute 11 and 17 events respectively. All
recordings fall in autumn and winter, the original metadata
reported no cod grunts outside the spawning window.

Evaluation. As a measure of similarity in this work we
suggest normalized cross-correlation (NCC), a standard
metric in PAM detection [16]. The output ranges from 0
to 1, which makes it possible to compare templates across
SNR conditions without per-deployment calibration. We
use the OpenCV implementation [17] NCC for efficient
scoring of multiple templates on large datasets:
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Figure 1: Single synthetic pulse (panel A). Annotated
waveforms (panel B) and spectrograms of a real grunt (panel C)
and synthetic template (panel D). Labels indicate interpulse
distance, harmonic modes H1-H4 and slope.

where 7} is the k-th template of length L; samples, S is the
continuous audio signal, and 7 is the sliding time index.
Ry (n) is the similarity score for template 7}, at position n.
We prefer time-domain NCC over the spectrogram-
template approach used in previous cod work [10]. In an
exploratory test with a single real template, time-domain
NCC produced Fisher 2.13 while spectrogram correlation
gave Fisher 0.057.
To quantify class separation we use the Fisher discrimi-
nant: 5

F— (ucod .uno cod) (2)

cod +o0, no cod

This discriminant measures how well a template bank
separates cod from non-cod events based on the ratio of
between-class to within-class variance (the higher value is
a better discriminant).

Bank scoring. When a bank contains K templates, we
score each five-second chunk by taking the maximum
NCC across all templates:

R*(n) = Jnax Ry (n) 3)

=1,...,

The per-chunk detection score is max, R*(n). Fisher and
F1 are then computed on these per-chunk maxima. A
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Figure 2: Distribution of single-template Fisher scores on the
test set (650 templates per family).

bank only needs one template to match a given grunt well.
Adding a template that covers a previously missed mor-
phology raises the score for those events without affecting
events already well matched. This max-pooling property
is what makes forward selection effective: each added
template targets the largest remaining gap.

Generator architecture. We model a synthetic cod
grunt as a regular train of N, equally spaced pulses ex-
citing an N-harmonic resonator (Fig. 1). The waveform
is:
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“

where w(z) is a Gaussian window, T, = fiead + (p—1) /7,
are the pulse onsets, H; is the fundamental frequency, & is
the linear sweep slope, 7, is the pulse rate, and Ay, is the
amplitude of harmonic /. The template is parameterized
by call duration D, Hi, k, rp, with N, = 1 +round(D -
rp). Every parameter maps to a physical property of the
source. NCC score is driven mainly by H;, sweep and
pulse cadence.

Parametrization. We initially took generator parame-
ters from literature [18]. The resulting templates scored
poorly against real data. Instead, we use literature val-
ues as box constraints for a fitting algorithm applied to
individual cod events from the training split. For each
confirmed grunt we extract peaks and compute mean in-
terpulse distance and identify key harmonics HO and its
slope. This produces one fitted template per event. We
then apply greedy forward selection on the training set:
starting from the single template with the highest Fisher
score and iteratively adding the template that most im-
proves bank Fisher. We evaluate bank sizes k=[1, 10, 100].
All selection is performed exclusively on the training split.
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Figure 3: NCC score distributions on the test set. Vertical
dashed lines mark 6=0.5 and 6=0.7. A synthetic bank of 10
templates outperforms a real bank of 100.

Train/test protocol. We split the ~4000 extracted sound
events (1300 cod, ~2700 non-cod) into 70% train and
30% test, blocked by source filename so that no five-
second chunk appears in both splits. The test set con-
tains 419 cod and 838 non-cod events. All results below
are reported on this held-out test set, and all real-bank
scores are record-blocked: template-target pairs from the
same continuous recording file are excluded to prevent
near-duplicate leakage. As baseline we construct a real-
template bank using the same forward-selection procedure
but using raw recorded cod events as templates.

Results

Single-template baseline. Detection performance de-
pends heavily on which template is chosen. Figure 2
shows the distribution of Fisher scores when each of the
650 fitted templates is used alone. Median single-template
Fisher is 0.95 for synthetic and 0.80 for real templates.
Only 5% of synthetic and 3% of real templates exceed
Fisher 2.0. The best single synthetic template reaches
Fisher 3.40 and F1 0.926 at its optimized threshold, but
F1 drops to 0.408 at 6=0.5. The best single real template
reaches Fisher 2.74 and F1 0.885 at optimized threshold;



Table 1: Test set performance. Brackets: 95% bootstrap

Table 2: Temporal generalization at k=100: Fisher and F1 at

confidence intervals (CI), . fixed thresholds.

k Type CI, Fisher, CI F1 @0.5 Fl @0.7 Fisher Fl @ 0.5 Fl1 @ 0.7

1 Real [0.9, 1.1, 1.3] 0.513 0.135 Constraint Real Synth Real Synth Real Synth
1 Synth [1.0,1.2, 1.5] 0.558 0.216 Rec-block 8.63 9.88 0968 0.964 0.525 0.695
0 Rl GoTans o s Coemme on 1m0 wm o oo
10 Synth [7.2,8.4, 9.8] 0.961 0.608

100 Real [7.5, 8.6,10.0] 0.968 0.525

100 Synth [8.7,10.0,11.6] 0.964 0.715

at 6=0.5 it gives F1 0.104. Relying on a single random
record therefore may lead to a poor detection; a template
bank is necessary to capture vocal variability.

Bank comparison. Table 1 compares synthetic and real
template banks at three bank sizes. At k=100 the syn-
thetic bank reaches Fisher 10.0 [8.7, 11.6] versus 8.6 [7.5,
10.0] for the record-blocked real bank. With optimized
threshold the synthetic bank achieves F1 0.975; the real
bank reaches F1 0.971. Even at k=10 the synthetic bank
outperforms real (Fisher 8.4 vs. 7.2). Ten physically pa-
rameterized templates separate cod from non-cod better
than ten real recordings selected by the same algorithm.
At 6=0.5 the record-blocked real bank has a small F1
advantage (0.968 vs. 0.964). This is expected: real tem-
plates are segments of the same continuous recordings
and share acoustic conditions (reverberation, noise floor,
hydrophone response) with the test data, so they may
reach slightly higher absolute NCC values on same-station
events. The synthetic waveforms lack this shared channel
component and produce lower peak scores. At 6=0.7,
where only high-similarity matches count, the broader
morphological coverage of the synthetic bank takes over
and its F1 (0.715) exceeds the real bank (0.525) by 0.19 ab-
solute. Brackets in Table 1 are 95% bootstrap confidence
intervals (2000 resamples).

Temporal generalization. To test robustness to tempo-
ral distribution shift we apply blocking constraints that pro-
gressively remove overlap between the templates’ source
recordings and the test data. Record-blocked forbids reuse
of templates from the same file. Cross-month and cross-
year forbid reuse from the same calendar month or year
respectively.

Table 2 shows results at k=100. The synthetic bank
achieves higher Fisher than the real bank under every
constraint. The gap grows as constraints tighten. The
synthetic bank’s coverage of diverse grunt shapes com-
pensates for the loss of temporally matched recordings,
partially due to background noise matching.

Discussion

A parametric source model fitted to real recordings and
compressed by forward selection produces a template bank
that outperforms a record-blocked real bank on Fisher
score across all temporal blocking constraints. Ten syn-
thetic templates (Fisher 8.4) already outperform 100 real
templates (Fisher 8.6 record-blocked), and the advantage
becomes unambiguous at k=100 (Fisher 10.0 vs. 8.6). At
0=0.5 the real bank retains a small F1 advantage on the
record-blocked split (0.968 vs. 0.964) because real tem-
plates share the recording channel with the test data and
therefore produce higher raw NCC peaks on same-station
events. This advantage disappears under temporal block-
ing and reverses at 6=0.7, where synthetic F1 exceeds
real by 0.19 absolute.

To demonstrate the feasibility of generalization of the
proposed method to other stations and Gadid species, we
manually labeled about 30 events from SB02 and SB03
and tested the approach on a few records available for
other species (3 records of Arctic cod, 1 record of Baltic
Atlantic cod, 5 records of haddock). In all cases, the
fitted synthetic template was able to reach high similarity.
The cross-species results (Baltic cod NCC 0.786 synth
vs. 0.499 real; Arctic cod NCC 0.880 fitted vs. 0.634 real)
are encouraging but based on individual recordings and
should be interpreted as feasibility demonstrations, not as
benchmarks.

In this work, we do not propose synthetic template NCC
as a standalone cod detector. Instead, we see it as an ex-
ploratory tool for new datasets where a few confirmed
records and a priori species parameters exist, or as a fea-
ture for more complex models. Combining the NCC score
with other features such as interpulse distance jitter makes
it possible to increase discrimination against mechani-
cal and anthropogenic noise in the same band. The tem-
plate bank also produces an estimate of the fj distribution,
which is related to body size and can help discriminate
between populations.

The generator is interpretable, extensible to other gadid
species and requires only a modest set of confirmed record-
ings for parameter calibration.
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